
 

September 15, 2006 
 

 
Analyst forecasts and price discovery in futures markets: 

The case of natural gas storage 
 

Gerald D. Gay* 
Georgia State University 

 
Betty J. Simkins 

Oklahoma State University 
 

Marian Turac 
Georgia State University 

 
Abstract 
 
We investigate analyst forecasts in a unique setting, the natural gas storage market, and study the 
contributions of analysts in facilitating price discovery in futures markets.  Using a high frequency 
database of analyst storage forecasts, we show that the market appears to strongly condition 
expectations regarding a weekly storage release on the analyst forecasts and beyond that of a 
number of statistical-based models.  Further, we find evidence that the market looks through the 
reported consensus estimate of analyst forecasts and places differential emphasis on the forecasts 
of analysts according to their prior performance.  Furthermore, it appears that the market focuses 
on analysts’ long term rather than recent forecasting performance. 
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Analyst forecasts and price discovery in futures markets: 
The case of natural gas storage 

 

1.  Introduction 

The role of analyst forecasts in the price discovery process is a crucial area of financial economics 

research.  We investigate a unique setting for examining the role of analysts as information-

gathering agents and as facilitators of price discovery—the market for natural gas.  Foremost as a 

fundamental determinant of natural gas prices is “gas in storage”.  In recognition of its importance, 

the market has evolved an interesting set of mechanisms to facilitate the flow of information 

regarding the supply of gas in storage.1  Beginning in 1994, an industry trade group first initiated a 

weekly survey of U.S. storage facility operators to assess supplies held.  This information is 

prepared into a “storage report,” which is then revealed to the market through a closely followed 

public release.  In turn, an analyst community emerged who provide forecasts each week of the 

volume to be reported.  To facilitate the public dissemination of these analyst forecasts, in April 

1997 a major market information vendor (Bloomberg) began soliciting forecasts from analysts.  

Bloomberg computes a consensus estimate and, together with the individual analyst forecasts, 

releases this information over the newswire in advance of the release of the storage report. 

We construct a complete and survivor-bias-free database of these analyst forecasts 

beginning with the inception of the first Bloomberg release in April 1997 and extending through 

August 2005.  Using a rational expectations framework, we examine how the market incorporates 

these analyst forecasts into prices.  We analyze the futures price reaction to the release of the 

weekly storage number and first find that the market appears to strongly condition expectations on 

the Bloomberg analyst forecasts and beyond that of a number of statistical and historical-based 

approaches commonly referenced in the trade.2  In these cases, we find that the futures price 

exhibits higher levels of response to the surprise component of the announcements, that such 

specifications have superior J-test explanatory power3, and that these results hold across various 

                                                 
1 Gas in storage refers to reserves held in aquifers, salt caverns, and depleted oil and gas reservoirs.  While natural gas 
production is relatively constant throughout the year, its consumption is extremely variable.  Hence, gas in storage 
plays a pivotal role in smoothing resulting supply and demand imbalances.  It serves as a near market source for 
supplementing pipeline capacities, provides a backup reserve in the event of wellhead disruptions, and increases 
efficiency by reducing the need to build additional production facilities to accommodate periods of high demand.  
Géczy, Minton, and Schrand (2006) discuss the role of gas in storage as a means for managing volume risk. 
2 For a discussion of the role of storage and its relation to spot and futures prices see, for example, Working (1949), 
Brennan (1958), Telser (1958), Cootner (1967), Fama and French (1987), and Ng and Pirrong (1994). 
3 The J-test provides a means for examining the relative explanatory power of competing non-nested models. 
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information environments.  We then explore whether and how the market, when conditioning 

expectations on analyst forecasts, differentiates among analysts according to their forecasting 

ability.  We find evidence that the market does indeed look through the reported consensus 

estimate of analyst forecasts and places differential emphasis on the forecasts of analysts 

according to their prior performance.  Furthermore, it appears that the market focuses on analysts’ 

long-term rather than recent forecasting performance. 

Our setting contrasts with that typically observed in studies of equity analysts.  First, 

storage reports and analyst forecasts are produced with high frequency (weekly) as compared to, 

for example, the quarterly release of earnings statements, thus increasing the power of our tests.  

Second, the individual gas analyst forecasts are not revised, but Bloomberg may release updates 

due to late arriving forecasts, and these will typically occur within a day or even hours of the 

initial release.  Together, these factors reduce the timeliness of forecast problem discussed in 

O’Brien (1990), Brown (1991), and Sinha, Brown, and Das (1997) who argue that forecast 

accuracy improves with additional time to analyze information, because a richer information set 

can be incorporated into the forecast.  Third, the storage event we analyze is notably different in 

that the variable being forecasted has, in a sense, already transpired (i.e., the storage level as of 

9:00am the prior Friday).  This contrasts, for example, to an earnings number in which corporate 

and macroeconomic events affecting the actual earnings number typically continue to transpire as 

analyst forecasts are prepared.  As a result, these events may prompt forecast revisions whereas 

they would have no impact on the weekly storage forecasts.  Fourth, the above factors also serve 

to reduce the window of opportunity for analysts to herd upon the forecasts of leading analysts.4 

Finally, the alleged conflicts of interest that pressure equity analysts to provide biased or 

optimistic forecasts due to firms’ underwriting relations and brokerage activities are not present in 

the case of gas analysts.  Hong and Kubik (2003) find that brokerage houses reward equity 

analysts who provide optimistic forecasts relative to the consensus forecast and those analysts 

enjoy more favorable job prospects.  Our conversations with gas analysts reveal that their 

activities are typically provided as a service to clients who are mainly interested in accuracy.   

Our investigation also entails two sidebars that create interesting information environments 

for analyzing market behavior.  First, gas in storage is highly cyclical and involves two calendar 

periods during which supply and demand fundamentals alternate in importance and thus present 
                                                 
4 For a discussion of analyst herding see, for example, Trueman (1994), Welch (2000), Cooper, Day, and Lewis 
(2001), and Clarke and Subramanian (2006). 
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differing challenges to analysts.  During the “injection season” (April to October), storage 

typically accumulates since demand is lower during the warmer months and new inventories are 

being added in advance of the next winter heating season.  During the “withdrawal season” 

(November to March), inventories are drawn down due to high consumption demand in the winter 

heating season.  Demand shocks are mainly weather driven and are larger in magnitude and less 

predictable than supply shocks, which are typically technology driven.  Hence, weekly storage 

changes are typically greater and more difficult to predict during the withdrawal season.  We find 

that analyst forecasts are indeed less accurate and more dispersed during the demand driven 

withdrawal season than during the supply driven injection season.  

Second, a major change in responsibility for the conduct of the weekly survey took place 

during the period of our investigation.  The survey was originated in January 1994 by the 

American Gas Association (AGA), the industry trade group.  However, in May 2002, the U.S. 

Department of Energy’s “Energy Information Administration” (EIA) assumed responsibility from 

the AGA for conducting the survey.  The EIA implemented several changes to the survey 

procedures with the intention to reduce noise and produce more accurate estimates.  We find that 

analyst accuracy improved and forecast dispersion decreased following the EIA takeover.5 

Research has shown that fundamental factors such as macroeconomic and other 

information releases affecting supply and demand play an important role in the price discovery of 

futures prices.  For example, Roll (1984) examines orange juice futures, Harvey and Huang (1991) 

examines currency futures, Ederington and Lee (1993) study the reaction of interest rate and 

currency futures, and Linn and Zhu (2004) examine natural gas futures.  Our research takes this 

analysis one step further and builds on the studies of the role of individual analysts such as those 

of Stickel (1992) and the recent works of Hautsch and Hess (2004) and Chen and Jiang (2006). 

Stickel (1992) finds that the market places greater emphasis on analysts having strong 

reputations (i.e., Institutional Investor’s All-Americans) by showing that abnormal returns were 

higher following large upward revisions in earnings forecasts by All-American analysts than those 

of other analysts.  Our study looks at the price reaction to the actual information release rather than 

when the analyst forecast is released. 

Chen and Jiang (2006) study whether the public earnings forecasts of equity analysts 

reflect Bayesian weighting with respect to the consensus forecasts of other analysts and their own 

                                                 
5  The Appendix describes the AGA and EIA survey procedures and discusses events surrounding the changeover. 
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private information.  They find evidence that analysts place higher (lower) weight on their own 

private estimate than the Bayesian weight would suggest when their private estimate is more (less) 

favorable than the consensus forecast.  We investigate the next aspect of the analysts’ role whether 

the market over-weights or  places differential weights on the forecasts of various analysts. 

Hautsch and Hess (2004) study the reaction of T-Bond futures prices to the monthly 

employment releases.  Using information regarding analyst consensus and dispersion estimates of 

monthly employment, they find evidence that the market reacts to the Bayesian update of the 

released statistic rather than the actual number itself.  Since our database contains, in addition to 

consensus estimates, details on individual analyst forecasts we are able to go one step further and 

investigate whether the market looks through the consensus forecast and reacts differentially to the 

forecast of individual analysts.   

We proceed as follows.  In the next section, we describe the Bloomberg analyst survey 

procedures and the analyst forecast, storage report, and futures data.  In section 3 we describe the 

various analyst performance measures and report results of the various univariate tests of analyst 

forecast performance.  In section 4 we describe our methods for analyzing the futures price 

reaction to the storage announcements under various conditioning models of expectations.  Section 

5 presents results for comparing the Bloomberg consensus estimate versus a number of statistical 

based forecasts commonly used in the industry.  Similarly, section 6 compares the Bloomberg 

estimate against a number of strategies wherein the futures market is assumed to assign different 

weights to the analyst forecasts.  Section 7 concludes. 

 

2.  Data Description 

2.1 The Bloomberg survey and analyst forecast data 

Many firms who operate, make markets, or provide risk management services in the energy sector 

employ market analysts responsible for developing forecasts of the weekly storage report. 6  These 

forecasts are used internally by the firms for strategic planning and trading purposes, and 

externally for the benefit of clients. 7   In April 1997, Bloomberg asked a group of firms to 

                                                 
6 The information in this section is based in large part on our conversation with Andrew Stewart of Bloomberg who 
held key responsibility for the analyst survey. 
7 Attesting to the importance of the storage report, the NYMEX and ICAP in 2004 joined to offer OTC options on the 
weekly gas storage change to assist market participants in managing exposures to the impact of the weekly report.  
Also, there have been a number of OTC derivative transactions using swap structures that settle based on numbers 
reported in the weekly storage report. 
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participate in a weekly analyst survey.  The first survey, containing the forecasts of seven analysts, 

was released on April 16, 1997 and the survey has since been regularly conducted to date.  The 

sample of firms participating in the survey has changed in composition due to firms entering and 

others departing.  Firms will sometimes contact Bloomberg and request to be included in the 

survey while other firms have stopped providing a forecast, been acquired or merged, or exited the 

business.  For a brief period in 2003-2004, the number of surveyed analysts was “capped” at 20 

with firms occasionally placed on a waiting list, but subsequently the number was allowed to grow.  

There are no formal criteria used to decide which firms are to be added, but a firm must have a 

good reputation. 

 The Bloomberg survey procedure is conducted as follows.  By Tuesday of each week, a 

Bloomberg employee calls each analyst or receives an email containing the analyst’s forecast.  

Many analysts provide a range for their estimated change in storage.  In these cases, Bloomberg 

uses the midpoint of the range.  Bloomberg then computes a “consensus estimate” based on the 

arithmetic average of the analyst forecasts.  The first Bloomberg estimate of each week is typically 

prepared and released on Tuesday morning when at least one half of the analysts have reported.  

Updates are released if additional forecasts are received. 

We collect all Bloomberg releases pertaining to their weekly analyst survey from the 

survey’s inception on April 16, 1997 through August 25, 2005.  This produced 437 weeks of 

forecast data.  From each release, we record its time, the name and forecast of each participating 

firm, and the Bloomberg computed “consensus forecast.” 

Table 1 presents a listing of all 38 firms providing forecasts at any time during the study 

period.  For each firm we report the time period over which forecasts were made, the total number 

of weekly forecasts, and the number of forecasts broken down by AGA version EIA periods and 

by injection versus withdrawal seasons.  Across all firms, we obtain a total of 5,358 analyst 

forecasts of which 2,012 are from the AGA period and 3,346 from the EIA period.  Forecasts are 

divided between the injection and withdrawal seasons at 2,140 and 3,218, respectively. 

Fig. 1 provides a weekly plot of the number of analysts providing forecasts throughout our 

sample period.  In the early part of the sample period through year-end 2000 the number of 

participating analysts was relatively stable and generally ranged from five to seven.  Subsequently, 

the number of analysts grew steadily and increased to as many as 25 during the latter period. 
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2.2  AGA and EIA Storage Report Data 

We collect all AGA and EIA weekly storage report volume data spanning the period of January 5, 

1994 though August 25, 2005.  The AGA data begin with the first AGA report published on 

Wednesday, January 5, 1994 and continue through their last report on Wednesday, May 1, 2002.  

The EIA data begin with their first report released on Thursday, May 9, 2002 and continue 

through the report of Thursday, August 25, 2005.  To illustrate the strong seasonality in gas in 

storage volumes, Fig. 2 is a plot of the weekly volumes over the April 1997 to August 2005 

analyst forecast sample period.  The injection and withdrawal seasons running from April to 

October and from November to March, respectively, can be clearly seen. 

 

2.3  Futures Data 

We obtain futures price data from TickData, which include all price ticks (denoted by price and 

time stamp) for each day of our analyst sample period of April 16, 1997 through August 25, 2005.  

Given that the natural gas futures contract has monthly maturities, we concentrate on the nearby 

contract that we continuously roll over.  Further, given that the window of time during which 

storage reports were released varied up to 15 minutes, we calculate 15-minute returns throughout 

the trading day.  We also compute off-business hour returns measured from each trading day’s 

close to the next day’s open. 

 

3.  Analyst performance measures and summary statistics 

We next describe the various measures of analyst performance that we use in our analysis, taken 

from the earnings forecast literature.  We then present summary statistics on the performance of 

each of the 38 analyst firms, as well as statistics that compare differences in analyst performance 

between the AGA and EIA regimes, and between the injection and withdrawal seasons. 

 

3.1 Individual analyst performance measures 

For each analyst in a given week, we compute the following three alternative measures: 

(i) Analyst forecast error (AFE):  This measure is the absolute value (measured in Bcf) of the 

difference between analyst i’s forecasted change in storage in week t and the actual announced 

storage change, computed as follows: 

          AFEi,t = │forecasted change i,t – actual change t│     (1) 
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where AFEi,t is the analyst forecast error of analyst i in week t. 

(ii) Standardized analyst forecast error (SAFE):  Because gas in storage exhibits strong cyclicality 

as the market moves through seasons of injection and withdrawal, analyst performance can be 

affected by current storage levels.  Thus, we standardize (i.e., deflate) the analyst forecast error 

(AFE) by the level of storage as follows: 

SAFEi,t =  AFEi,t/ STOR t         (2) 

where SAFEi,t is defined as the standardized analyst forecast error of analyst i in week t, and 

STORt is the actual storage level for week t. 

(iii) Scaled analyst accuracy (ACCUR):  To facilitate comparison of analysts between peers within 

a given week and across time, we compute a scaled accuracy performance measure that assesses 

an analyst’s performance in a given week relative to that week’s other participating analysts.  

Following Clement and Tse (2005), we compute this measure as follows: 

ACCURi,t  = [Maxt(AFEi,t) - AFEi,t ]/ [Maxt(AFEi,t) - Mint(AFEi,t)]   (3) 

where ACCURi,t is defined as the scaled analyst accuracy for analyst i in week t, and Maxt(AFEi,t) 

and Mint(AFEi,t) are, respectively, the largest and smallest analyst forecast error in week t.  This 

measure thus assigns a value of 1 to each week’s most accurate analyst, a value of 0 to the least 

accurate analyst, and intermediate values within this range to the remaining analysts.  As a relative 

measure of forecasting accuracy, ACCUR offers advantages due to its scalar nature.  Economic 

interpretations should, however, be made with caution.  To illustrate, a value of 0.60 for a 

particular analyst can be loosely interpreted as follows: given the computed range of forecast 

errors for a given week, on average, the analyst is 60 percent accurate. 

We compute for all 38 analyst firms their mean weekly performance and the corresponding 

ranking using each of the three performance measures (ACCUR, AFE, and SAFE).  As shown in 

Table 2, there appear to be substantial cross-sectional differences in analyst performance (with the 

caveat that the individual measures are not entirely comparable due to non-matching time periods).  

For example, based on the accuracy measure ACCUR, the top performing analyst 

(Citigroup/Salomon Futures) has a mean ACCUR of 0.7463 (on a scale of 0 to 1) while the least 

accurate performer (Petral Worldwide) has a mean value of 0.3423.  Based on the measure AFE, 

mean weekly errors range from a low of 8.59 Bcf (ICAP Energy) to a high of 23.13 Bcf (Cresvale 

International).  For the standardized forecast error measure SAFE, the mean weekly standardized 

error ranges from a low of 0.49% (Bank of America) to a high of 1.29% (Cresvale). 
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3.2. Weekly aggregate measures of analyst performance  

In addition to the above measures of individual analyst performance, we compute each week the 

following aggregate measures of analysts’ performance. 

(iii) “Bloomberg” forecast error (BAFE and SBAFE): These measures, based on the Bloomberg 

consensus forecast of each week’s participating analysts, are computed as follows: 

BAFEt  = │Bloomt – actual change t│      (4) 

SBAFEt = │Bloomt – actual change t│/ STORt     (5) 

where Bloomt is the Bloomberg consensus forecast for week t, BAFEt is the Bloomberg forecast 

error in week t, and SBAFEt is the standardized Bloomberg forecast error. 

(iv) Dispersion of analyst forecasts (DISP and SDISP):  These two measures of the dispersion of 

analyst forecasts are computed each week as follows: 

DISPt = Std Dev (forecasted change i,t)      (6) 

SDISPt = Std Dev (forecasted change i,t) / STORt     (7) 

where DISPt is the standard deviation of all analyst forecasts made during week t, and SDISPt is 

the standardized dispersion. 

Using these weekly aggregate measures, we next conduct univariate tests of whether the 

different information environments present in (a) the AGA versus EIA reporting regimes, and (b) 

the injection versus withdrawal seasons relate to analyst performance. 

(a)  AGA versus EIA 

The EIA assumed responsibility for the survey beginning with the report released on May 

9, 2002 at which time they implemented several changes intended to produce a less noisy estimate.  

We hypothesize that analyst forecasts during the EIA period should be more accurate and less 

dispersed.  As we discuss in the Appendix, the EIA introduced a stratified sampling design to 

minimize sampling error, expanded the number of surveyed firms and thus the percentage of the 

gas storage market covered, and modified procedures for estimating volumes held by non-sampled 

storage operators.  The EIA also required mandatory reporting whereas with the AGA reporting 

was voluntary.  Finally, being that the EIA is a federal agency, storage operators should take 

greater care in ensuring the accuracy of their reported volumes.  The EIA-912 survey form 

includes a warning that it is a federal crime to make any false, fictitious or fraudulent statement. 
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We present in Panel A of Table 3 results of univariate tests for mean and median 

differences in analyst performance between the two survey regimes.  In Panel A, differences based 

on the two consensus measures (BAFE and SAFE) are strongly significant at the 1% significance 

level.8  Forecasts during the EIA period contain significantly less error than during the AGA 

period.  For example, the average consensus forecast error (BAFE) during the AGA period is 

16.67 Bcf, and is 12.05 Bcf during the EIA period.  Panel A also provides comparisons of the 

weekly dispersion of analyst forecasts.  For each dispersion measure (DISP and SDISP), the 

hypothesis of equal dispersion is rejected as both the mean and median values are significantly 

lower during the EIA period. 

(b)  Injection versus withdrawal 

Gas in storage is highly seasonal.  For the injection season of April to October, inventories 

typically accumulate as demand is low and supply is being added.  During the withdrawal season 

of November through March, inventories are drawn down due to high consumption demand 

during the winter heating season.  Though injection/withdrawal rates are dependent on the nature 

of the storage reservoir and the technology employed to inject/withdraw supplies, withdrawal rates 

typically exceed those of injection rates and are more volatile.  Thus, during withdrawal months, 

weekly storage changes should be more difficult to forecast. 

We report in Panel B of Table 3 results from our comparison of analyst performance 

during withdrawal and injection seasons, which support the argument that storage is more difficult 

to forecast during the withdrawal season.  Both consensus forecast error measures (BAFE and 

SAFE) are significantly larger at the 1% significance level during withdrawal seasons.  To 

illustrate, for BAFE, the mean errors are 11.99 Bcf and 19.39 Bcf during the injection and 

withdrawal seasons, respectively.  Also, the dispersion of analyst forecasts (DISP and SDISP) is 

significantly larger during withdrawal season at the 1% significance level. 

 

4.  Methods for assessing analyst contribution 

We contend that gas analysts play an important role in the discovery of natural gas futures prices 

as they provide the market with important information regarding storage inventories. To 

investigate this contribution, we use a framework based on the rational expectation hypothesis 

                                                 
8 We do not test for differences in analyst performance between the AGA and EIA regimes (or between injection and 
withdrawal seasons) using the accuracy measure ACCUR.  Recall that ACCUR is a scaled measure of performance 
designed to capture the relative performance of individual analysts. 
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(REH) as developed in Muth (1961) and later refined by Lucas and Prescott (1971) and Grossman 

(1980).  The REH has been applied to a number of markets for analyzing the impact of 

macroeconomic and survey announcements.  For example, Pearce and Roley (1983, 1985) apply 

the REH to equity markets, Mishkin (1981, 1982) apply it to markets for interest rates, and Colling 

and Irwin (1990) and Mann and Dowen (1998) apply the REH to futures markets. 

Using this approach we analyze the extent to which the market conditions expectations on 

the Bloomberg analyst forecast (as compared to competing models of forecasted storage changes) 

by examining the futures price reaction to both the expected and unexpected (surprise) 

components of the weekly gas storage report.  Our basic specification for inspecting the futures 

market’s reaction to the release of the report is as follows: 

 Rt = α  +  β * Surpriset   +   γ ∗ Expectedt   +  ε t     (8) 

where Rt is the futures return (“announcement return”) spanning the 15-minute time interval 

containing the announcement of the weekly storage release during week t, Expectedt is the 

market’s expected storage change for week t, and Surpriset is the unanticipated or surprise 

component of the week t storage change measured as the difference between the actual and 

expected change as follows:  Surpriset =  Actualt  -  Expectedt. 

 

4.1.  Models of expected storage changes 

To quantify the variable Expectedt in Eq. (8), we use both the Bloomberg consensus estimate and 

a number of alternative statistical-based approaches commonly used in the industry to estimate the 

expected weekly storage change.  The various models we employ for conditioning expectations 

are as follows. 

(1) Bloomberg:  In this framework, the market is assumed to condition its expectation of the 

weekly storage change to equal the Bloomberg consensus analyst forecast. 

(2) Naive0:  The market expects no change in weekly storage from that of the prior week. 

(3) Naive1W:  The market expects the weekly storage change to equal that change observed 

during the immediate prior week. 

(4) Naive1Y:  The market expects the weekly storage change to equal the previous-year, same-

week change in actual storage. 

(5) Naive5Y:  The market expects the weekly storage change to equal the previous 5-year, same-

week average change in actual storage. 
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(6) ARIMA:  The market expects the weekly storage change to equal the out-of-sample ARIMA 

forecast.  ARIMA forecasts are made using SAS time-series forecasting procedures with each 

week’s forecast based on all available storage data from January 1994 up through the prior week.  

We test several ARIMA models including models using 52 weekly seasonal dummies to capture 

seasonality.  We select the model with the highest R-squared to make the storage forecast. 

 

4.3. Full regression specification and coefficient interpretation 

As noted earlier, we observe various structural and procedural changes during the time frame of 

our investigation spanning the 437-week period of April 16, 1997 to August 25, 2005.  To capture 

their potential influence on announcement returns, we include additional variables into the basic 

specification given in Eq. (8).  During the first 268 weeks, the AGA had responsibility for the 

weekly storage report while the EIA held the responsibility for the remaining 169 weeks.  Further, 

during the first 151 weeks of the AGA period, the AGA released its storage report after the close 

of futures trading.  For the remaining weeks of the AGA period and for the entire EIA period, the 

report was released during normal futures trading hours.  We also distinguish between weeks 

during the withdrawal season and those during the injection season. 

To control for these effects, we define the following dummy variables:  AgaBust is a 

dummy variable with value 1 if the week t’s survey report is released during the AGA, business 

hour period, and is equal to 0 otherwise.  AgaOfft is a dummy variable with value 1 if the survey 

report is released during the AGA, off-business hour period, and is equal to 0 otherwise.  SeasWdt 

is a dummy variable with value 1 if the survey report is released during the withdrawal season, and 

is equal to 0 otherwise.  We modify Eq. (8) to capture these effects within the intercept and slope 

terms as follows: 

Rt  =  α0   +                α1*AgaBust   +                 α2 *AgaOfft    +               α3*SeasWdt   + 

         β0*Surpriset +   β1*Surpriset*AgaBust +   β2*Surpriset *AgaOfft +   β3*Surpriset *SeasWdt  + 

         γ0*Expectedt +  γ1*Expectedt *AgaBust +  γ2 Expectedt *AgaOfft +   γ3*Expectedt* SeasWdt 

         +  ε t                    (9) 

We interpret the coefficients in the above expression as follows: 

Intercept coefficients: 

α0 is the average announcement return for the EIA, injection season era when both the “surprise” 

(i.e., unexpected) and “expected” storage change variables are equal to 0; 
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α1 is the incremental announcement return during the AGA, business hour era; 

α2 is the incremental announcement return during the AGA, off-business hour era; and 

α3 is the incremental announcement return during the withdrawal season. 

Storage surprise coefficients: 

β0 is the incremental market reaction per unit of unexpected storage change for the EIA, injection 

season era; 

β1 is the incremental market reaction per unit of unexpected storage change during the AGA, 

business hour era; 

β2 is the incremental market reaction per unit of unexpected storage change during the AGA, off-

business hour era; and 

β3 is the incremental market reaction per unit of unexpected storage change during the withdrawal 

season. 

Expected storage coefficients:  

γ0 is the incremental market reaction per unit of the expected storage change for the EIA, injection 

season era; 

γ1 is the incremental market reaction per unit of the expected storage change during the AGA, 

business hour era; 

γ2 is the incremental market reaction per unit of the expected storage change during the AGA, off-

business hour era; and 

γ3 is the incremental market reaction per unit of the expected storage change during the 

withdrawal season. 

With regard to the various β coefficients, we expect the futures price reaction to be 

inversely related to the storage surprise.  That is, a greater (smaller) than expected storage change 

should lead to a lower (higher) futures price.  Further, we expect this price reaction to be stronger 

during the injection season than during the withdrawal season.  During withdrawal, storage 

surprises will be mainly demand-driven due to weather, thus producing temporary shifts in the 

demand curve.  During injection, storage surprises will be mainly supply-driven and related to the 

technology of storage, thus shifting the supply curve.  Given that the short-term demand curve for 

natural gas should be highly inelastic and more inelastic than the supply curve, a supply shock will 

produce a larger equilibrium price change than the same size demand shock.  Thus, for the 

estimated coefficients β0 and β3, we predict β0< 0,  β3 > 0, and β0+β3 < 0. 
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The coefficients β1 and β2  capture the incremental sensitivity relative to the base case 

(injection seasons during the EIA period) of announcement returns during the AGA business and 

non-business hour periods, respectively.  We hypothesize that β1 > 0 and  β2 > 0.  We expect the 

estimate of β1 to be positive if storage announcements during the AGA period contain more noise 

and are thus more difficult to forecast, thereby reducing the responsiveness of the futures price.  

We expect the estimate of β2  to be positive reflecting that overnight returns will embody other 

information effects, thus causing announcement returns to be overall less sensitive. 

With respect to the various γ coefficients associated with the expected storage variables, 

we expect their estimated values to be generally insignificant as the market should incorporate 

expectations into prices.  That is, if markets are efficient, price should not react to the expected 

component of the announced storage change. 

 

5.  Results: Bloomberg versus alternative models 

Before analyzing the extent to which the market conditions expectations on the Bloomberg analyst 

forecast, we first compare the overall accuracy of the Bloomberg forecast to that of each of the 

five alternative forecasting models.  We tests for differences in the time series of forecast errors 

using the pair-wise test procedure described in Ashley, Granger, and Schmalensee (1980).  

Following this we examine the future market reaction to the storage report announcement when 

conditioning on each of the respective forecasting models. 

 

5.1. Mean square error comparisons 

Using the time series of forecast errors (e.g., the differences between the actual and forecasted 

storage change) taken from each model over the 437-week sample period, we compute the 

associated root mean squared error (RMSE), mean error (ME), and mean absolute error (MAE).  

In addition, we compute the same error measures where all forecast errors are first scaled or 

standardized by the actual storage level for the week, which we denote as SRMSE, SME, and 

SMAE, respectively.  These statistics are reported in Panel A of Table 4.  Of note, the RMSE and 

MAE based on the Bloomberg forecast (Model 1) are lower than those of the five alternative 

Models 2-6.  To illustrate, the reported RMSE and SRMSE values based on the Bloomberg 

forecast are 16.05 Bcf (SRMSE equal to 1.053%) and 12.37 Bcf, respectively, while the next 
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lowest values are more than double at 35.44 (or 2.42%) and 26.06 Bcf, respectively, for Naive1W 

(Model 3). 

We test whether the Bloomberg mean squared error (MSE) is statistically lower than that 

based on each of the other models using the pair-wise test procedure described in Ashley, Granger, 

and Schmalensee (1980). 9   This procedure involves estimating the following equation using 

forecast errors taken from the pair of models being compared: 

        (FEi,t - FEB,t)  =  ωi,1  +  ωι,2 ∗ [(FEi,t + FEB,t) - (MEi +  MEB)] + εt    (10) 

where FEB,t is the forecast error based on the Bloomberg forecast during week t, FEi,t is the 

forecast error taken from alternative model i during week t, and the MEB and  MEi are the mean 

forecast errors for the Bloomberg and alternative model i, respectively.  The intuition behind Eq. 

(10) is as follows.  The MSE can be decomposed into two terms: a sample variance (of the errors) 

and the square of the mean error.  Then, for any two models, the difference between the variances 

can be written as the covariance between the error differences and error sums.  Thus, to test for the 

equality of the MSE’s, one tests for the equality of the mean errors and for the equality of the 

variances (i.e., that the covariance is equal to zero).  The test that ωi,1 equals zero is a test for the 

equality of the mean errors, while the test that ωi,2 equals zero is a test for the equality of variances 

(or that the covariance is zero). 

We repeat the estimation of the Eq. (10) using the time series of Bloomberg forecast errors 

paired each time with a set of forecast errors taken from one of the 5 alternative models.  The null 

hypothesis is that there is no difference in the MSE’s from the two paired models while the 

alternative hypothesis is that the Bloomberg MSE is lower.  Specifically, for the null hypothesis, 

we test whether the estimates of the coefficients ωi,1 and ωι,2  are both equal to zero.  For the 

alternative hypothesis, we require that both estimates be non-negative and at least one estimate be 

positive.  If one estimate is negative, but insignificant, then the other estimate is required to be 

significantly positive based on a one-tailed t-test.  If both estimates are positive, then a two-tailed 

F test is to be used. 10  

                                                 
9 Hafer, Hein, and MacDonald (1992) illustrate this procedure in their tests of the relative accuracy of alternative 
models for forecasting U.S. Treasury-bill forward rates. 
10 The described procedure works as explained only if the mean errors of both forecasts are positive.  In cases in 
which either or both of the mean errors are negative, twice the mean error of that forecast (or twice the mean errors of 
both forecasts) is subtracted from the dependent variable. After this adjustment, the coefficient ω1 will then describe 
the difference in the absolute values of the mean errors of the two compared models. 
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Our results based on using the standardized forecast errors from each model are presented 

in Panel B of Table 4.11  For each of the model comparisons, all estimates of ωι,2  are significantly 

positive.  In addition, none of the estimates of ωi,1 are significantly less than zero, while some 

estimates are significantly positive.  Also, in all cases the Wald statistics are significantly different 

from zero.  Together, these findings support the alternative hypothesis that the Bloomberg 

consensus forecast provides a lower mean forecast error than that of each of the alternative 

statistical-based forecasting models. 

 

5.2. Analysis of futures price reaction 

To the extent that the market conditions expectations on information contained in the Bloomberg 

analyst consensus forecast beyond that provided in the alternative five models, we expect to 

observe the following when performing the various estimations of Eq. (9).  First, the futures price 

reaction to the “surprise” or unexpected component of the storage announcement (as measured by 

the estimates of the β coefficients) should exhibit higher levels of responsiveness in the 

“Bloomberg model” than those of the other five models.  Second, the futures price reaction to the 

expected component of the storage announcement (as measured by the estimates of the various γ 

coefficients) should be insignificant since under the rational expectations hypothesis the market 

should incorporate expectations into prices.  Third, the regression specification based on the 

Bloomberg forecast should have a higher overall level of explanatory power than the other 

models.  We investigate each of these in turn. 

 

5.2.1 Inspection of coefficients 

After first standardizing all variables (except dummy variables) by prevailing storage levels, we 

estimate Eq. (9) using data taken over the 437-week period of April 16, 1997 to August 25, 2005 

for each model specification.12  Our results are reported in Table 5.  Consider first the estimates of 

the various β coefficients.  As discussed previously, β0 captures the futures price reaction to the 

unexpected or surprise component of the storage announcement during the base case scenario, i.e., 
                                                 
11All regression estimations have been corrected for autocorrelation and for heteroscedasticity using the “jackknife” 
heteroscedastic consistent-covariance matrix estimator method (HCCME).  We have also used an AR(4)-GARCH(1,1) 
procedure and found qualitatively similar results.  
12 Nine weeks were omitted from the analysis during which storage reports were released on holidays or during non-
business hours of days immediately prior to a holiday, thus leaving 428 weeks of observations.  In addition, we 
estimate each specification using an AR-GARCH(1,1) procedure where the AR structure is first identified using the 
backstep method.    
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storage report releases during an injection season within the EIA period.  As predicted, for all 

models, the estimated β0 coefficients are significantly negative.  However, the estimate of β0 from 

Bloomberg-based model (Bloom) is by far the largest with an estimated coefficient of -1.3617 (t-

value of -5.79).  We interpret this estimate to indicate that a 1% storage surprise will result in a 

1.36% drop in the futures price.  This degree of price responsiveness is nearly four times the value 

of the next highest reported estimate of -0.3309 from model 5 (Naive5Y).  Next, the coefficient β3 

captures the incremental futures price reaction (relative to the base case) to the surprise component 

of the storage announcement when storage reports are released during the withdrawal period.  For 

all models, this estimated coefficient  is positive as predicted with the Bloomberg model estimate 

again the largest with a value of 0.6161 (t-value of 3.09).  Thus, as reported near the bottom row 

of the table, the net level of responsiveness (β0+β3) to the surprise component of an announcement 

during the EIA period/withdrawal season is -0.7456 (t-value of 3.25) versus a level of 

responsiveness of -1.3617 during the injection season.  This supports the prediction that the 

futures price reaction is weaker during the withdrawal season than during the injection season.  

We further note that only for the Bloomberg model is this value of β0+β3 significantly less than 

zero. 

For the coefficients β1 and β2 (the incremental returns during the AGA business and non-

business periods, respectively), we expect both estimated values to be positive indicating that 

futures prices are overall less sensitive to surprises during the AGA period as compared to during 

the EIA period.  In support of this conjecture, only in model 1 (Bloom) is the estimated coefficient 

β2 significantly positive.  The estimate for β1 in model 1 has a positive sign, but it is not 

significant. 

Next, consider the estimates of the γ coefficients.  We find in the Model 1 (Bloom) results 

that all estimates are insignificantly different from zero, supporting the rational expectations 

hypothesis that prices should not react to the release of expected information.  Furthermore, we 

observe in each of the other model specifications (except for Naive5Y) that there are instances of 

significant values for the estimated coefficients of γ. 

 

5.2.2.  J-test results for differences in model explanatory power 

We observe in Table 5 that the specification using the Bloomberg forecast (model 1) as the 

conditioning variable for expectations has the highest level of explanatory power with a total R2 
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value of 0.225, followed by a R2 value of 0.150 for model 3 (Naive1W) and a value of 0.133 for 

model 5 (Naive5Y).  To further explore whether the Bloomberg consensus analyst forecast 

provides information beyond that contained in the various statistical-based forecasts (and vice-

versa), we conduct the following J-test procedure for testing between non-nested regression 

models (see Davidson and MacKinnon (1981) and McAleer (1995). First, assume that the 

specification (i.e., Eq. 9) based on the Bloomberg forecast can be written as follows: 

t t BtR ε= +δX            (11) 

and that a competing specification based on an alternative forecasting approach is written as 

t t AtR ε= +θY            (12) 

where X and Y are the vectors of explanatory variables and δ and θ are the vectors of regression 

coefficients based on the Bloomberg (B) and an alternative (A) forecasting model, respectively.  

Next, we estimate equations (11) and (12) and calculate the corresponding sets of fitted values, 

tδX and tθY .  Then, using the fitted values as added explanatory variables, we estimate λB and λA 

in the following equations: 

(1 )t A t A t tR λ λ ε= − + +δX θY             (13) 

(1 )t B t B t tR λ λ ε= − + +θY δX             (14)  

Our null hypothesis is that Bloomberg model fits the data better than each of the paired alternative 

forecasting models.  In this case, we require the estimate of the λA coefficient to be insignificantly 

different from zero and the estimate of λB to be significantly different from zero.  If the alternative 

model fits the data better than the Bloomberg model, then one would expect the reverse, that is, 

the value of the λB coefficient should be insignificantly different from zero and the value of the λA 

coefficient should be significantly different from zero.  If estimates of both λA and λB are 

significantly different from zero, then both models provide a degree of information not found in 

the other model.  If both estimates are insignificant, then both models provide similar information 

and neither model can be said to be superior to the other. 

We present the J-test results in Table 6 in which we present the estimates of the 

coefficients λA and λB.  For all regressions based on Eq. (13), the estimated values of λA are 

insignificantly different from zero, while for all regressions based on Eq. (14), the estimates of λB 

are all significant at the 1% significance level.  Together, these results support the hypothesis that 

the Bloomberg model fits the data better than any of the statistical-based forecasting models and 
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provide supporting evidence that analyst forecasts serve an important role in the futures price 

discovery process. 

 

6.  Consensus versus alternative weighted analyst forecasts 

As described earlier, the Bloomberg consensus forecast for any given week is computed as a 

simple, or equally weighted average of the individual analyst forecasts for that week.  Given the 

large cross-sectional differences in analyst performance as reported in Table 2, we ask the 

following question.  When forming expectations regarding the pending storage announcement, 

does the market rely simply on the reported consensus analyst forecast, or alternatively, does the 

market when forming expectations look through the consensus estimate and assign differential 

weights to the individual analyst forecasts according to prior analyst performance?  To investigate 

this issue, we consider a number of alternative weighting schemes based on both short-term and 

long-term performance considerations. Then, following the previous employed procedures, we 

examine the overall forecasting accuracy of these weighted schemes and investigate the extent to 

which the market may be incorporating such alternative weighting schemes into expectations. 

 

6.1. Alternative  weighting schemes 

In the first three models, we assume that each week the market assigns weights to the individual 

analyst forecasts based on analyst short-term performance, i.e., during the immediate prior week. 

(i) TopAnal_1w:  In this scheme, we assume the market when forming expectations identifies 

the “top analyst” having the best forecast in the immediate prior week and then conditions on this 

same analyst’s current week forecast (that is, the market assigns the forecast a 100% weight).  The 

analyst tracked in this strategy thus typically changes each week according to who has the current 

“hot hand”. 

(ii) SAFE_1w:  We assume that the market assigns weights to the current week set of 

forecasts according to the analysts’ standardized absolute forecast errors (SAFE) from the 

immediate prior week.  The weights are such that better performing analysts (e.g., those with 

lower values of SAFE) receive higher weights.  Specifically, the weights are calculated as follows:  
1
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where Jt is the number of the analysts forecasting in week t who also forecasted in week t-1,  

SAFEj,t-1 is analyst j’s standardized absolute forecast error during week t-1, and SAFE_1wj,t is the 

weight assigned to analyst j during week t.  

(iii) ACCUR_1w:  In this scenario we assume that the market assigns weights to the current 

week set of forecasts according to analysts’ scaled accuracy measures (ACCUR) from the 

immediate prior week.  The weights are such that better performing analysts (e.g., those with 

higher values of ACCUR) receive higher weights.  Specifically, the weights are calculated 

according to:  
1
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where ACCURj,t-1 is analyst j’s scaled analyst accuracy measure (ACCUR) during week t-1, and 

ACCUR_1wj,t is the weight assigned to analyst j during week t. 

 In the next four models we assume that the market assigns and updates weights each week 

according to the analysts’ long-term forecasting performance based on the complete forecasting 

history of each analyst. 

 (iv) SAFE_Aw: In this model we assume that the market assigns weights each week 

calculated according to Eq. (15), but using instead each analyst’s historical average SAFE 

performance that is based on all weeks of SAFE values available to date (e.g., 
, 1j tSAFE −

). 

(v) ACCUR_Aw:  We assume that the market assigns weights calculated according to Eq. 

(16), but using instead each analyst’s historical average ACCUR performance that is based on all 

weeks of ACCUR values available to date (e.g., 
, 1j tACCUR −

).  

(vi) SAFE_100:  We assume that the market each week assigns a 100% weight to the 

single analyst having the lowest average weekly SAFE value as measured to date. 

 (vii) ACCUR_100: We assume that each week the market assigns a 100% weight to the 

single analyst having the highest average weekly ACCUR value as measured to date. 

 

6.2  Mean squared error comparisons 

For each alternative scheme for weighting analyst forecasts, we compute the resulting times series 

of implied storage forecasts and corresponding forecast errors.  Then for each time series of 

forecast errors, we calculate the mean forecast error (both ME and the standardized SME), the 

mean absolute error (MAE and SMAE) and the root mean squared error (RMSE and SRMSE).  



 20  

We report these values in Panel A of Table 7.  For purposes of comparison, we also provide the 

earlier reported statistics associated with the Bloomberg consensus forecast.   

Again using the Ashley, Granger, and Schmalensee (1980) pair-wise test procedure, we 

compare the mean squared error of the Bloomberg consensus forecast with those based on each of 

the weighted analyst forecast schemes.  We present these results in Panel B of Table 7.  Recall that 

for the SMSE of one model (e.g., Bloomberg) to be statistically lower than that of an alternative 

paired model, we require that estimates of the coefficients ωi,1 and ωi,2 both be non-negative, and 

that at least one estimate be significantly positive, based on a one-tailed t-test.  If both estimates 

are positive, then a Wald test for joint significance is conducted.  To conclude that the alternative 

paired model had a lower SMSE than that of the Bloomberg forecast, we should observe that 

neither estimate of ωi,1 and ωi,2 is significantly positive and that at least one of the estimates is 

statistically negative.  If both estimates are negative, then again a Wald test is conducted. 

Consider first the comparison of the Bloomberg forecast errors with those based on each of 

the three short-term performance weighting schemes.  For the TopAnal_1w comparison, the 

estimate of ωi,1 is negative, but insignificant, while the estimate of ωi,2 is significantly positive 

indicating that the Bloomberg MSE is lower.  It appears that a strategy of following the analyst 

with the “hot hand” would have ignored information contained in the forecasts of the other 

analysts.  For the other two short-term performance-weighting schemes (SAFE_1w and 

ACCUR_1w), no differences in the MSE errors is observed as both the coefficient estimates and 

the Wald statistics are insignificant.  Together, these observations suggest that the Bloomberg 

consensus forecast is at least as good as forecasts based on the three short-term weighting schemes. 

Comparing, however, the Bloomberg forecast errors with those based on the long-term 

performance weighting schemes, none of the estimates of ωi,1 are significantly positive, while 

estimates of ωi,2 for three of the four models are significantly negative (SAFE_100 being the 

exception).  We conclude that mean square errors based of the three models SAFE_Aw, 

ACCUR_Aw, and ACCUR_100 are lower than that of the Bloomberg consensus forecast. 

 

6.3  Analysis of futures price reaction 

Using the alternative weighting scheme forecasts as market conditioning variables, we next 

conduct estimations of Eq. (9) after first standardizing all variables (except dummy variables) by 

actual storage levels.  We present the results in Table 8.  For purpose of comparison, the earlier 
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presented results based on the Bloomberg consensus forecast (“Bloomberg”) are presented in the 

first column of Table 8.  As a general observation, the results across the various regressions are 

consistent.  To illustrate, consider first the estimates of the various γ coefficients on the expected 

forecast variables.  Consistent with the rational expectations hypothesis, each of the estimated γ 

coefficients is insignificant in all regression models. 

Second, consider the various β coefficients.  The estimates of β0, β2, β3, and the sum β0+β3  

are all similar in sign as predicted and all are significant.  However, there do appear to be 

differences in the magnitude of these response coefficients when comparing the Bloomberg results 

particularly with those results based on the two long-term weighting schemes SAFE_100 and 

ACCUR_100.  Consider β0, the coefficient that captures the incremental market reaction per one 

percent of unexpected storage change during the EIA, injection season base case period.  For 

Bloomberg, the estimated coefficient is -1.3617 (t-value -5.79) while for SAFE_100 and 

ACCUR_100 the values are -1.5782 (t-value -6.53) and -1.8047 (t-value -6.24), respectively.  

Similarly, the estimated coefficients for β2 and for β3 for SAFE_100 and ACCUR_100 are the 

larger in magnitude than for Bloomberg and are again the largest overall. 

Further, the reported values of total R2 also appear larger for these two long-term 

weighting strategies SAFE_100 and ACCUR_100 (0.270 and 0.279, respectively) as compared to 

the Bloomberg regression value of 0.225.  To further explore the relative explanatory power of the 

various regression specifications based on the alternative forecast weighting schemes as compared 

to that of the Bloomberg regression, we conduct the earlier described J-tests.  Recall that for one 

model (say model A) to be said to fit the data better than a second paired model (say model B), we 

require the estimate of the coefficient on model A’s fitted values (e.g., λA in Eq. (13)) to be 

significantly different from zero, and the estimate of the coefficient on model B’s fitted values 

(e.g., λB in Eq. (14)) to be insignificantly different from zero.  On the other hand, model B would 

be said to fit the data better than model A if the estimate of λB is significant and that of λA is 

insignificant.  If both estimates are significantly different from zero, then both models provide a 

degree of information not found in the other, while if both estimates are insignificant, then both 

models provide similar information and neither model can be said to be superior to the other. 

We present our J-test results in Panel A of Table 9 where the regression specifications in 

equations (13) and (14) are set up such that λB is the estimated coefficient on the Bloomberg fitted 

value and λA is the estimated coefficient on the paired alternative model.  We find all estimates of 
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λA to be statistically significant while the estimates of λB are statistically significant only when the 

Bloomberg model is paired with the TopAnal_1w and ACCUR_Aw models.   For these two 

situations, we thus conclude that neither alternative model is superior to the Bloomberg model, 

and vise-versa.  However, we can conclude the two short-term performance based models 

(SAFE_1W and ACCUR_1W) and the three long-term performance based models (SAFE_100 

and SAFE_Aw, and ACCUR_100) all are superior to the Bloomberg model. 

To further investigate the relative performance of each model, we expand our J-test 

analysis by repeating the tests but using all pair-wise model combinations involving the eight 

schemes for weighting analyst forecasts (Bloomberg and the seven alternative weighting schemes).  

We present these results in Panel B for each pair-wise combination.  The panel is organized as 

follows.  Each row refers to one of the 8 weighting schemes associated with the vector of 

explanatory variables X in Eq. (13).  Each column refers to the weighting scheme associated with 

the vector Y used to calculate the fitted value tθY  in Eq. (13).  The numbers in the table are the 

AR corrected, GARCH(1,1) estimated coefficients (and associated t-statistics) of λA for the 

corresponding X vector and tθY  fitted value. 

Two columns of estimated coefficients on fitted values stand out in particular; these are for 

the specifications based on the weighting schemes SAFE_100 and ACCUR_100.  All of the 

coefficients in each column are significant, typically at the 1 percent level.  This indicates that the 

specifications based on these two weighting schemes provide a level of information beyond that 

contained in not only the model based on the Bloomberg consensus estimate but also those based 

on the other weighting schemes.  Further, consider the results when these two models (see rows 

SAFE_100 and ACCUR_100) serve as basis for the X vector.  In the case of ACCUR_100, only 

the fitted values for SAFE_100 and ACCUR_1w are significant.  Similarly, for SAFE_100, only 

the fitted values for ACCUR_100 and ACCUR_1w are significant.  Thus, with the exception of 

ACCUR_1w, none of the other models provides information beyond that of these two models. 

Taken together, the above results strongly suggest that of the specifications tested, the ones 

based on the SAFE_100 and ACCUR_100 weighting schemes best fit the data.  In other words, 

we find strong evidence that when forming expectations the market appears to look through the 

equally-weighted consensus forecast and assigns differential weights to the various analyst 

forecasts according to the prior forecast performance of the analysts.  Furthermore, the market 

appears to assign little weight to the analyst with the “hot hand” who has simply demonstrated 
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recent forecasting ability.  Rather it appears that the market places significant weight on the 

analyst with the best long-term performance measured to date.   

For the three weighting schemes in which 100 percent weights were placed on a single 

analysts: TopAnal_1w, SAFE_100, and ACCUR_100, we calculate the number of weeks during 

which the analyst being tracked changed.  For TopAnal_1w, the analyst with the hot hand based 

on performance during the immediate prior week changed very frequently.  For the 438 week 

sample period, changes were observed during 365 weeks and involved 37 of the 38 analysts.  By 

comparison, for the SAFE_100 and ACCUR_100 weighting schemes based on cumulative 

performance as measured to each weekly date, there were few weekly changes and fewer analysts 

selected.  For SAFE_100, there were 97 weeks during which the analyst changed involving 25 

different analysts (13 analysts were never selected).  For ACCUR_100, there were 122 analyst 

changes involving 21 different analysts (17 analysts were never selected).  

 

7. Conclusion 

Our research provides further insight into the important link between analysts and price discovery 

in markets in general, and, specifically in the case of natural gas futures prices.   Price discovery is 

one of the most important roles served by futures markets.  Black (1976) in fact states that 

facilitating price discovery is the most important benefit of futures markets, even exceeding that of 

risk transference.  Futures markets facilitate price discovery by providing an open forum for the 

assimilation of information held by various market agents regarding both current and prospective 

supply and demand. 

We explore the contribution of gas analysts in providing information to the market 

regarding the supply of storage and ultimately in facilitating price discovery in the natural gas 

futures contract.  We find strong evidence that gas analysts assist in the discovery of futures prices 

by providing information beyond that contained in a number of statistical-based forecasts.  Further, 

our evidence indicates that the market conditions expectations regarding a key weekly storage 

report on analyst forecasts and places greater emphasis on those of lead analysts having 

demonstrated superior long-term forecasting performance.  
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Appendix: The organizational structure of the gas storage market and the weekly storage 
survey 
 
A.1.  Storage facilities 

Natural gas is stored underground in three primary facilities: aquifers, salt storage caverns, and 

depleted oil and gas reservoirs.  There are approximately 407 facilities in the U.S. controlled by 

about 120 operators representing pipeline and local distribution companies, and independent 

storage service providers.13  Gas held in storage facilities is denoted as either working or base gas.  

Base (or cushion) gas is the amount necessary for ensuring the integrity of the storage facility so 

that adequate pressure is maintained and deliverability rates are ensured during withdrawal.  Base 

gas volumes are relatively constant throughout the year.  Working gas, the subject of our analysis, 

refers to those quantities held in excess of the base gas and that are used to satisfy withdrawal 

needs, are highly cyclical with inventories typically increasing from April to October (“injection 

season”) and declining from November to March (“withdrawal season”). 

For survey purposes, storage facilities are classified into three geographic regions based on 

similarities in the way that gas is consumed and produced.  These designations were originally 

used by the AGA and have continued to be used by the EIA.  The three regions include: (a) the 

Producing Region (“Producing”), which includes Texas, Louisiana, Kansas, Oklahoma, New 

Mexico, Arkansas, Mississippi, and Alabama; (b) the Consuming Region West (“Western”), 

which includes all states west of the Mississippi River less the Producing Region, Iowa, Nebraska, 

and Missouri; and (c) the Consuming Region East (“Eastern”), which includes all states east of the 

Mississippi River less Mississippi and Alabama plus Iowa, Nebraska, and Missouri. 

A.2. AGA survey methodology 

In January 1994, the AGA began publishing a weekly estimate of the working gas held in U.S. 

storage facilities in response to the market’s need for accurate and timely information.  The 

estimate was produced as follows.  Each week the AGA requested a sample of voluntarily 

reporting pool operators to provide two numbers: the “actual volume” of working gas in their 

pools, and the “maximum volume” that the same pools had held at anytime since 1992 (to proxy 

for the potential full quantity of the storage pool).  The volumes were measured as of 9:00am 

Eastern Time (“ET”) Friday and submitted to the AGA by Tuesday. 

                                                 
13 Susmel and Thompson (1997) discuss structural changes in the natural gas market resulting from the regulatory 
changes of the 1980s and early 1990s and analyze various pricing implications.  Further discussion of the economics 
of natural gas storage can be found in Hopper (2002) and De Jong and Walet (2003). 
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For each region, the AGA totaled the reported volumes and divided this by the sum of the 

corresponding maximum volumes.  This result produced a “sample percent full” statistic for the 

region.  This statistic was then used to produce a regional estimate that would account for both the 

non-sampled and non-reporting storage operators.  The regional estimate was computed by 

multiplying the “sample percent full” statistic by the “regional estimate of full.”  This process was 

repeated for each of the three regions and the three regional estimates were then summed to 

produce the national estimate.14  The AGA released its report to the public on Wednesdays.  Prior 

to March 1, 2000, the release was made typically at 4:00pm ET or later.  From March 8, 2000 to 

May 1, 2002, the AGA released the report between 2:00-2:15pm ET.  Since May 9, 2002, the EIA 

has released the report typically at 10:30am ET on Thursdays. 

 

A.3. The AGA/EIA changeover 

On May 1, 2002 the AGA published its final storage report for inventories held as of April 26, 

2002.  Since that time, the EIA has had responsibility for the survey and published its first report 

on May 9, 2002 for inventories as of May 3, 2002.  Factors believed to have contributed to the 

AGA’s decision to stop releasing the report centered on criticisms and potential liabilities arising 

from erroneous reported numbers from operators. 

Of note, significant attention surrounded the AGA report released on Wednesday, August 

15, 2001.  Due to incorrect information submitted by one or more operators, the AGA reported a 

net injection (increase) for the week of 3 Bcf (billion cubic feet).  This volume was the lowest 

injection amount ever reported in the month of August.  In response, the September 2001 natural 

gas futures price opened at $3.14 and jumped to $3.49 before closing near $3.47.  On Wednesday, 

August 22, the AGA issued a revision stating that the correct increase should have 50 Bcf, and 

announced an additional 86 Bcf injection for the current week.  Together, these announcements 

led to the futures price falling $0.30 within a half hour of trading.  Platts’ Inside FERC’s Gas 

Market Report (August 31, 2001) reported that AGA staffers subsequently met with officials from 

the CFTC to discuss the events.  Shortly thereafter, the AGA announced that it would soon 

discontinue conducting the survey due to resource considerations.  The U.S. Department of 

Energy then issued a federal register notice announcing that the EIA would assume responsibility 

beginning in January 2002, but delays pushed back the actual transition to May 2002. 
                                                 
14 For more information on the gas storage survey procedures and methodology, See American Gas Association 
(2001). 
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A.4. EIA survey methodology 

The EIA modified both the survey and computational methodologies upon its takeover.  The EIA 

requested that respondents use Form EIA-912 to submit working gas volumes (again measured as 

of 9:00am ET Friday) by 5:00pm ET the following Monday.  Respondents were chosen from 

those operators required to submit Form EIA-191, a form which the EIA requires all operators of 

natural gas storage fields to submit on a month-end basis (this form asks for both working and 

base gas storage volumes).  Two operators from the Eastern Region and three from the Producing 

Region were identified as showing no variation in inventories for the preceding two years.  Thus, 

their inventories were considered as “constant” volumes.  For the remaining operators in each 

region, a stratified sample was selected so as to achieve a target standard error of the estimate of 

working gas that was no greater than 5 percent.  The EIA reported that this new sample expanded 

coverage over that of the AGA from about 84 to 91 percent overall. 

The weekly EIA regional estimate is computed as the sum of two components: a variable 

component and the above mentioned “constant” volume.  The variable component is computed by 

first summing the holdings of all respondents and then multiplying this total by an “expansion 

factor,” which is used to account for the storage volumes held by non-sampled operators.  The 

expansion factor is the ratio of the total working gas holdings of all operators in a given region 

(based on Form EIA-191 filings) divided by the total holdings of the selected stratified sample of 

operators from that region.  The regional estimates are summed to produce the national estimate, 

which together are publicly released on Thursdays on the EIA web site. 

The EIA further modified its procedures with the release of the October 30, 2003 report.  

The sample was expanded from 44 to 55 operators thus again raising the percentages of sampled 

volumes.  Also, surveyed operators were partitioned into two groups to better account for the non-

sampled storage volumes: Group 1: those operators that would have a role in estimating non-

sampled operator volumes, and Group 2: a base group that would not have a role.  An expansion 

ratio is computed using procedures described above, but tailored to apply to only the volumes 

reported by the Group 1 operators.  The weekly regional estimate is then calculated as the sum of 

three components: Group 1 Volume * Expansion Ratio + Group 2 Volume + K where K is the 

“constant” volume of those operators deemed to exhibit no variation in volume. 
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Figure 1 
Weekly number of analysts providing natural gas storage forecasts to Bloomberg: 

 April 16, 1997 through August 25, 2005 
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Figure 2 
 

Weekly natural gas storage levels: April 16, 1997 through August 25, 2005 
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Table 1 
Analyst firms providing gas storage forecasts to Bloomberg 

 
This table presents an alphabetical listing of all 38 analyst firms that provided storage forecasts to Bloomberg during 
the period April 16, 1997 through August 25, 2005.  Time Period lists the timeframe during which the firm provided 
forecasts.  The total numbers of forecast observations (Total obs.) are broken down by regime period (AGA or EIA) 
and by season (injection or withdrawal).  
 

Analyst Firm 
 

Time period Total obs.
Obs. by regime 

period 
Obs. by 
season 

 From  To    AGA EIA inject with 
ABN Amro  12/5/01 8/25/05 185 21 164 108 77 
AG Edwards 1/16/03 8/25/05 94 0 94 50 44 
Amerada Hess Corp.  8/22/01 8/25/05 209 41 168 126 83 
Bank of America 4/17/03 7/14/05 100 0 100 61 39 
Bear Stearns 2/5/04 8/25/05 72 0 72 46 26 
CH Guernsey  11/21/01 8/25/05 197 28 169 115 82 
Citigroup/Salomon Fut 11/29/00 8/25/05 242 77 165 144 98 
Commercial Brokerage  10/10/02 8/25/05 135 0 135 78 57 
ConocoPhillips 1/17/01 8/25/05 184 52 132 109 75 
Cook Inlet  4/16/97 2/9/00 138 138 0 80 58 
Cresvale International  2/4/98 8/4/99 76 76 0 46 30 
ED & F Man Inlet  12/30/98 12/8/99 44 44 0 28 16 
Fimat USA 12/27/00 8/25/05 244 75 169 146 98 
Gerald Energy  4/16/97 4/29/98 48 48 0 31 17 
HQ Energy Services  2/27/02 11/21/02 21 11 10 16 5 
ICAP Energy 2/17/05 8/25/05 27 0 27 20 7 
IFR Pegasus  3/29/00 8/25/05 277 114 163 170 107 
Jefferies & Co.  10/11/00 8/25/05 224 70 154 130 94 
JP Morgan  
 

4/16/97 
10/23/03 

12/23/98  
8/25/05 

161 
 

66 
 

95 
 

108 
 

53 
 

Lehman Brothers  12/6/00  8/25/05 227 72 155 133 94 
Morgan Stanley DW  12/20/00 8/25/05 206 65 141 115 91 
NUI Energy BrokersInc 5/16/02 1/29/04 90 3 87 56 34 
PaineWebber  3/29/00 11/8/00 31 31 0 28 3 
Petral Worldwide 2/26/04 8/25/05 66 0 66 45 21 
Petrie Parkman & Co  3/20/02 8/25/05 129 8 121 79 50 
Pioneer Futures  12/12/01 9/26/02 42 25 17 26 16 
Prudential Securities  4/16/97 8/25/05 404 254 150 250 154 
Raymond James & Assoc. 11/15/00 8/25/05 242 75 167 143 99 
RBC Capital Markets  9/12/02 8/25/05 153 0 153 91 62 
Refco Inc.  4/16/97 6/28/00 149 149 0 92 57 
Salomon SB Equity  4/16/97 3/13/03 258 218 40 144 114 
Simmons & Co 1/9/02 2/20/03 55 19 36 29 26 
Societe Generale 10/23/03 8/25/05 90 0 90 52 38 
Southwest Securities 5/29/03 9/2/04 65 0 65 44 21 
TXU Energy Trading 8/15/01 5/9/02 27 27 0 13 14 
UBS Warburg  4/16/97 8/18/05 372 205 167 217 155 
USIG 7/22/04 8/18/05 49 0 49 32 17 
Wachovia Corp. 2/3/05 8/25/05 25 0 25 17 8 
   Total Observations   5358 2012 3346 2140 3218



  

Table 2 
Analyst forecast accuracy by firm 

 
This table presents the average weekly performance and relative ranking of 38 analyst firms providing forecasts 
during the period April 16, 1997 through August 25, 2005.  The following analyst performance measures are used: 
Accuracy (ACCUR), Analyst Forecast Error (AFE), and Standardized Analyst Forecast Error (SAFE). 
 
 

Analyst Firm 
Total 
Obs. ACCUR 

ACCUR 
Rank AFE 

AFE 
Rank SAFE 

SAFE 
Rank 

Citigroup/Salomon Fut 242 0.7463 1 9.55 2 0.55% 7 
AG Edwards 94 0.7436 2 10.15 5 0.64% 13 
Bank of America 100 0.7062 3 9.78 3 0.49% 1 
ED & F Man Inlet  44 0.7042 4 10.95 11 0.54% 6 
ConocoPhillips Inc.  184 0.6940 5 10.75 8 0.68% 19 
Wachovia Corp. 25 0.6831 6 10.64 7 0.61% 10 
HQ Energy Services  21 0.6819 7 10.57 6 0.53% 4 
Societe Generale 90 0.6729 8 10.89 10 0.52% 3 
Morgan Stanley DW  206 0.6650 9 11.73 15 0.77% 22 
ICAP Energy 27 0.6647 10 8.59 1 0.50% 2 
Southwest Securities 65 0.6646 11 9.82 4 0.54% 5 
RBC Capital Markets  153 0.6574 12 10.77 9 0.63% 12 
CH Guernsey  197 0.6572 13 11.29 13 0.61% 11 
JP Morgan  161 0.6560 14 11.70 14 0.60% 9 
NUI Energy Brokers 90 0.6552 15 11.28 12 0.67% 16 
ABN Amro  185 0.6551 16 11.93 16 0.67% 17 
Raymond James 242 0.6490 17 12.50 20 0.73% 21 
Amerada Hess Corp.  209 0.6480 18 12.01 17 0.67% 18 
Simmons & Co 55 0.6354 19 14.86 27 0.77% 23 
USIG 49 0.6339 20 12.26 18 0.55% 8 
Bear Stearns 72 0.6319 21 12.49 19 0.66% 14 
Cook Inlet  138 0.6216 22 14.70 26 0.79% 24 
Pioneer Futures  42 0.6029 23 14.19 24 0.70% 20 
Salomon SB Equity  258 0.5964 24 15.17 29 0.85% 29 
Commercial Brokerage  135 0.5852 25 14.16 23 0.86% 30 
Petrie Parkman & Co  129 0.5828 26 14.66 25 0.81% 25 
Lehman Brothers  227 0.5801 27 13.71 21 0.83% 26 
UBS Warburg  372 0.5760 28 14.90 28 0.84% 27 
Prudential Securities  404 0.5724 29 15.26 30 0.92% 31 
TXU Energy Trading 27 0.5559 30 17.16 33 0.66% 15 
PaineWebber  31 0.5427 31 14.00 22 0.85% 28 
Jefferies & Co.  222 0.5420 32 16.60 31 1.01% 32 
Gerald Energy  48 0.5351 33 17.50 34 1.08% 34 
IFR Pegasus  277 0.5302 34 16.84 32 1.01% 33 
Fimat USA 244 0.4968 35 17.81 35 1.11% 35 
Refco Inc.  149 0.4691 36 20.29 36 1.16% 36 
Cresvale International  76 0.4234 37 23.13 38 1.29% 38 
Petral Worldwide 66 0.3423 38 21.93 37 1.21% 37 

 



  

Table 3 
Tests of weekly aggregate analyst forecast performance: 

AGA versus EIA and injection versus withdrawal 
 

This table presents univariate tests of differences in mean and median weekly values of various aggregate analyst 
forecast performance measures over the period April 16, 1997 through August 25, 2005.  Results are reported 
separately for the AGA (April 16, 1997 through May 2, 2002) and EIA periods (May 9, 2002 through August 25, 
2005) and for the injection (April through October) and withdrawal (November through March) seasons.  Performance 
measures are defined as follows: BAFE is forecast error based on the weekly Bloomberg consensus forecast, SBAFE 
is BAFE standardized by the weekly storage level, DISP is the standard deviation of all analyst forecasts made during 
a given week, and SDISP is the standardized dispersion (by the weekly storage level).  The t-statistic provides a two-
tailed test of the null hypothesis that the mean values do not differ.  The Wilcoxon sign-rank Z-statistic provides a 
two-tailed test of the null hypothesis that the median values do not differ.  Significance levels are as follows: ***1%, 
**5%. 
 
Panel A:  AGA versus EIA time period 

AGA 
(weeks=268) 

EIA 
(weeks=169) 

 

 
 

Measure Mean  
[Median] 

Mean  
[Median] 

 
 

t-statistic 
(p-value) 

Wilcoxon 
Sign rank 
Z-statistic 
(p-value) 

BAFE 
 

16.67 
[13.54] 

12.05 
[9.35] 

4.87 *** 
(<0.0001) 

 4.45 *** 
(<0.0001) 

SBAFE 
 

0.0097 
[0.0074] 

0.0069 
[0.0046] 

3.93 *** 
(0.0001) 

4.56 *** 
(<0.0001) 

DISP 
 

11.10 
[9.70] 

9.50 
[8.21] 

3.01 *** 
(0.0028) 

3.20 *** 
(0.0014) 

SDISP 
 

0.0067 
[0.0051] 

0.0055 
[0.0037] 

       2.41 ** 
(0.0165) 

3.02 *** 
(0.0025) 

 

Panel B:  Injection versus Withdrawal seasons 
Injection 

(weeks=266) 
 

Withdrawal 
(weeks=171) 

 

 
 

Measure Mean  
[Median] 

Mean  
[Median] 

 
 

t-statistic 
(p-value) 

Wilcoxon 
Sign rank 
Z-statistic 
(p-value) 

BAFE 
 

11.99 
[8.85] 

19.39 
[17.29] 

7.24 *** 
(<0.0001) 

9.22 *** 
(<0.0001) 

SBAFE 
 

0.0074 
[0.0045] 

0.0105 
[0.0094] 

4.22 *** 
(<0.0001) 

6.88 *** 
(<0.0001) 

DISP 
 

8.23 
[7.34] 

13.98 
[13.22] 

11.15 *** 
(<0.0001) 

11.53 *** 
(<0.0001) 

SDISP 
 

0.0053 
[0.0034] 

0.0078 
[0.0068] 

5.40 *** 
(<0.0001) 

7.66 *** 
(<0.0001) 

  



 

Table 4 
Mean squared error comparisons and tests: 

Bloomberg consensus versus alternative statistical-based forecasting models 
Panel A.  The panel compares the forecasting accuracy of various forecasting models over the period April 1997 
through August 2005.  The following alternative models to forecast the expected weekly storage change are used:  (1) 
Bloomberg: The market expects the storage change to equal that of the Bloomberg forecasted change.  (2) Naive0:  
The market expects no change in storage from that of the previous week.   (3) Naive1W: The market expects the 
storage change to equal that change observed during the immediate prior week.  (4) Naive1Y:  The market expects the 
storage change to equal the previous-year, same-week change.  (5) Naive5Y: The market expects the storage change 
to equal the previous 5-year, same-week average change.  (6) ARIMA:  The market expects the storage change to 
equal the out-of-sample ARIMA forecast.  The root mean squared error (RMSE), the mean error (ME), and mean 
absolute error (MAE) of each model are based on differences between actual reported and forecasted values in Bcf, 
and the respective standardized statistics (SRMSE, SME, and SMAE) for the errors are scaled by the actual weekly 
storage levels.  
 

 
Measure 

Model 1 
Bloomberg  

Model 2 
Naive0 

Model 3 
Naive1W 

Model 4 
Naive1Y 

Model 5 
Naive5Y 

Model 6 
ARIMA 

RMSE 16.05 91.46 35.44 47.66 39.23 40.09 
SRMSE (%) 1.053 5.477 2.415 2.976 2.487 2.528 
       
ME 0.98 3.94  0.09 -0.76 0.62 -12.54 
SME (%) 0.110 0.107 0.271 -0.16 -0.088 -0.064 
       
MAE 12.37 79.04 26.06 35.98 29.64 30.59 
SMAE (%) 0.719 4.460 1.559 2.069 1.713 1.740 

 
 
 

Panel B.  This panel presents results from tests of the null hypothesis that there is no difference in the mean square 
error of the standardized forecast (SMSE) of Bloomberg and that of an alternative forecast model versus the 
alternative hypothesis that the Bloomberg SMSE is lower.  Estimated is the following equation using forecast errors 
taken from the pair of models being compared:  (FEi,t - FEB,t)  =  ωi,1  +  ωi,2 ∗ [(FEi,t + FEB,t) - (MEi + MEB)] + εt , 
where FEB,t is the standardized forecast error based on the Bloomberg forecast during week t, FEi,t is the standardized 
forecast error taken from an alternative model i during week t, and MEB and MEi are the standardized mean forecast 
errors for Bloomberg and the alternative model i. The null hypothesis requires that the estimates of coefficients ωi,1  
and ωi,2  both be equal to zero.  The alternative hypothesis requires that both estimates are nonnegative and at least one 
is significantly positive based on a one-tailed t-test.  If both coefficients are positive then the alternative hypothesis 
requires that the Wald-test statistic (for ωi,1  and ωi,2  being jointly equal to zero) be significant after the usual two-tail 
Chi-Square p-value is divided by 2. Estimates of ωi,1  and ωi,2  are presented along with their associated t-statistics in 
parentheses. Regression estimates have been corrected for autocorrelation and also for heteroscedasticity using the 
“jackknife” heteroscedastic consistent-covariance matrix estimator method (HCCME)). Significance levels are 
indicated as follows: ***1%, **5%, *10%. 
 

Bloomberg 
 vs.  

Model 2 
Naive0 

Model 3 
Naive1W 

Model 4 
Naive1Y 

Model 5 
Naive5Y 

Model 6 
ARIMA 

ωi,1 
 

0.00139 
(0.24) 

 0.00161** 
(2.10) 

-0.00092 
(-0.93) 

-0.00022 
(-.0.14) 

0.00556*** 
(3.51) 

ωi,2    0.266*** 
(7.70) 

  0.452*** 
(13.32) 

 0.526*** 
(17.45) 

  0.348*** 
(25.75) 

    0.440*** 
(14.65) 

Wald 59.26*** 178.96*** 324.14*** 184.14*** 234.58*** 
 



  

Table 5 
Determinants of futures announcement returns surrounding storage report releases: 

April 1997 to August 2005 
This table presents AR corrected, GARCH(1,1) results using the following alternative models to forecast the expected 
weekly storage change:  (1) Bloomberg: The market expects the storage change to equal that of the Bloomberg 
forecasted change.  (2) Naive0:  The market expects no change in storage from that of the previous week.  (3) 
Naive1W: The market expects the storage change to equal that change observed during the immediate prior week.  (4) 
Naive1Y:  The market expects the storage change to equal the previous-year, same-week change.  (5) Naive5Y: The 
market expects the storage change to equal the previous-5-year, same-week average change.  (6) ARIMA:  The market 
expects the storage change to equal the out-of-sample ARIMA forecast.  The dependent variable is the percentage 
change in the natural gas futures prices around the storage report release.  Other explanatory variables are as follows: 
Surprise is the difference between the actual and the expected weekly storage change. AgaBust is a dummy variable 
with value 1 if the storage report was released during the AGA period business hour era, and is equal to 0 otherwise.  
AgaOfft is a dummy variable with value 1 if the report was released during off-business hours, and is equal to 0 
otherwise.  SeasWdt is a dummy variable with value 1 if the report was released during the withdrawal season, and is 
equal to 0 otherwise. All the variables except dummies are standardized by the actual weekly storage levels.  t-values 
are listed in parentheses. Significance levels are as follows: ***1%, **5%, *10% (all tests are two-sided except β0+β3 
< = 0, which is one sided). 
 

Explanatory 
Variables 

Model 1 
Bloomberg  

Model 2 
Naive0 

Model 3 
Naive1W 

Model 4 
Naive1Y 

Model 5 
Naive5Y 

Model 6 
ARIMA 

Intercept 
 (α0) 

-0.0007 
(-0.28) 

0.0053 
(2.20) ** 

0.0041 
(1.71) 

0.0032 
(1.14) 

0.0036 
(1.35) 

0.0039 
(1.52) 

       
AgaBus 
(α1) 

0.0005 
(0.26) 

0.0001 
(0.06) 

0.0009 
(0.46) 

0.0008 
(0.39) 

-0.0003 
(-0.14) 

-0.0028 
(-1.27) 

       
AgaOff 
(α2) 

    0.0036 ** 
(2.13) 

   0.0034 ** 
(1.98) 

0.0035 ** 
(2.17) 

0.0040 ** 
(2.31) 

0.0026 
(1.42) 

0.0031  
(1.63) 

       
SeasWd 
(α3) 

-0.0007 
(-0.23) 

-0.0066 ** 
(-2.02) 

-0.0057 * 
(-1.74) 

-0.0059  
(-1.61) 

-0.0054  
(-1.45) 

-0.0048  
(-1.37) 

         
Surprise 
(β0) 

   -1.3617 *** 
(-5.79) 

   -0.2102 *** 
(-4.14) 

 -0.2879 *** 
(-3.13) 

 -0.3218 *** 
(-3.80) 

 -0.3309 *** 
(-3.13) 

  -0.2788 *** 
(-3.07) 

       
Surprise*AgaBus 
(β1) 

0.2660 
(1.06) 

0.0656* 
(1.82) 

-0.2090* 
(-1.90) 

0.1216 
(1.39) 

0.0250 
(0.23) 

-0.1121 
(-0.94) 

       
Surprise*AgaOff 
(β2) 

    0.7044 *** 
(2.68) 

0.0058 
(0.15) 

-0.0625 
(-0.49) 

0.1127 
(1.19) 

0.1073 
(0.96) 

0.0191 
(0.16) 

       
Surprise*SeasWd 
(β3) 

     0.6161 *** 
(3.09) 

0.2138 *** 
(3.69) 

 0.3048 *** 
(2.75) 

0.3016 *** 
(3.62) 

0.3275 *** 
(3.28) 

0.2838 *** 
(2.81) 

       
Expected 
(γ0) 

-0.0071 
(-0.12) 

-- -0.1718 *** 
(-3.34) 

-0.1548 ** 
(-2.50) 

-0.1192* 
(-1.70) 

-0.1801 *** 
(-3.49) 

       
Expected*AgaBus 
(γ1) 

0.0578 
(1.47) 

-- 0.0669* 
(1.74) 

0.0787** 
(2.09) 

0.0590 
(1.14) 

0.0652* 
(1.75) 

       
Expected*AgaOff 
(γ2) 

0.0042 
(0.11) 

-- 0.0039 
(0.10) 

-0.0137 
(-0.34) 

-0.0332 
(-0.64) 

0.0021 
(0.05) 

       
Expected*SeasWd 
(γ3) 

0.0315 
(0.49) 

-- 0.1697 *** 
(2.77) 

0.1371 ** 
(1.96) 

0.1210 
(1.53) 

0.1892 *** 
(3.22) 

β0+β3 < = 0    -0.7456 *** 
(3.25) 

0.0036 
(0.10) 

0.0169 
(0.17) 

-0.0202 
(-0.31) 

-0.0034 
(0.01) 

0.0050 
(0.01) 

Number of Obs. 428 428 428 428 428 428 
Total R2 0.225 0.118 0.150 0.130 0.133 0.131 



  

 
Table 6 

J-test comparison: Bloomberg consensus versus alternative models  
 

This table presents the J-test results of the Bloomberg consensus forecast model versus each of the alternative 
forecasting models presented in Table 5.  We estimate λB and λA from the following equations: 

(1 )t A t A t tR λ λ ε= − + +δX θY     (13)    (1 )t B t B t tR λ λ ε= − + +θY δX      (14)   
where λΑ is the regression coefficient in the Bloomberg regression on the fitted values of the alternative model,  λΒ is 
the regression coefficient in the alternative model regression on the fitted values of the Bloomberg model,  X and Y 
are the vectors of explanatory variables and δ and θ are the vectors of regression coefficients based on the Bloomberg 

(B) and an alternative (A) forecasting model, respectively. tδX  and tθY  are the corresponding sets of fitted values 
for Bloomberg and an alternative model calculated using coefficient estimates from Table 5. The null hypothesis 
requires that the estimates of both coefficients λΑ and λΒ be either simultaneously significant or insignificant.  The 
alternative hypothesis requires that only one is significant based on a one-tailed t-test.  AR corrected, GARCH(1,1)  
estimates of λΑ and λΒ along with their associated t-statistics are presented below.  Significance levels are indicated as 
follows:  ***1%, **5%, *10%.  t-values are listed in parentheses. 
 

Bloomberg 
vs.  

Model 2 
Naive0 

Model 3 
Naive1W 

Model 4 
Naive1Y 

Model 5 
Naive5Y 

Model 6 
ARIMA 

λΑ 
 

0.085 
(0.28) 

-0.266 
(-0.83) 

0.621 
(1.33) 

0.182 
(0.43) 

-0.609  
(-1.31) 

      
λΒ 0.982 *** 

(8.10) 
1.300 *** 

(7.63) 
1.035 *** 

(7.92) 
1.071 *** 

(7.96) 
1.159 *** 

(6.81) 
 



  

Table 7 
Mean squared error comparisons and tests:  

Bloomberg consensus versus alternative analyst weighting schemes 
Panel A. This panel compares the forecasting accuracy of various forecasting models over the period April 1997 
through August 2005.  The following alternative weighting schemes models for estimating the expected weekly 
storage change are used:  (2) TopAnal_1w:  The market expects that the storage change will be the same as predicted 
by the analyst who was most precise the previous week. (3) SAFE_1w:  The market expects that the weekly storage 
change will be equal to the weighted average of the analyst forecasts based on their SAFE during the immediate prior 
week. (4) ACCUR_1w:  The market expects that the weekly storage change will be equal to the weighted average of 
the analyst forecasts based on their ACCUR during the immediate prior week.   (5) SAFE_Aw: The market expects 
that the weekly storage change will be equal to the weighted average of the analyst forecasts based on their historical 
average SAFE in the immediate prior week.  6) ACCUR_Aw: The market expects that the weekly storage change will 
be equal to the weighted average of the analyst forecasts based on their historical average ACCUR in the immediate 
prior week. (7) SAFE_100:  The market expects that the weekly storage change will be the same as predicted by the 
analyst who had the lowest historical average SAFE in the immediate prior week.  8) ACCUR_100:  The market 
expects that the weekly storage change will be the same as predicted by the analyst who had the highest historical 
average ACCUR in the immediate prior week. The root mean squared error (RMSE), the mean error (ME), and mean 
absolute error (MAE) of each model based on differences between actual reported and forecasted values in Bcf, and  
the respective standardized statistics (SRMSE, SME, and SMAE) for the errors are scaled by the actual weekly 
storage levels.  
 
 

Short-term weighting schemes Long-term weighting schemes  
Measure Bloomberg TopAnal_1w SAFE_1w ACCUR_1w SAFE_Aw ACCUR_Aw SAFE_100 ACCUR_100 
RMSE 16.05 18.87 16.72 16.36 16.13 16.18 16.32 15.12 
SRMSE (%) 1.053 1.220 1.064 1.043 1.023 1.027 0.977 0.905 
         
ME 0.98 0.09  0.74 0.829 0.97 0.97 0.69 0.40 
SME (%) 0.110 0.049 0.086 0.094 0.108 0.107 0.064 0.054 
         
MAE 12.37 14.23 12.50 12.29 11.99 12.08 12.20 11.27 
SMAE (%) 0.719 0.831 0.725 0.712 0.695 0.701 0.676 0.633 

 

Panel B.  This panel presents results from tests of the null hypothesis that there is no difference in the mean square 
error of the standardized forecast (SMSE) of Bloomberg and that of an alternative weighting scheme versus the 
alternative hypothesis that the Bloomberg SMSE is lower.  Estimated is the following equation using forecast errors 
taken from the pair of models being compared:  (FEi,t - FEB,t)  =  ωi,1  +  ωi,2 ∗ [(FEi,t + FEB,t) - (MEi + MEB)] + εt , 
where FEB,t is the standardized forecast error based on the Bloomberg forecast during week t, FEi,t is the standardized 
forecast error taken from an alternative weighting scheme i during week t, and MEB and MEi are the standardized 
mean forecast errors for Bloomberg and the alternative weighting scheme i. The null hypothesis requires that the 
estimates of coefficients ωi,1  and ωi,2  both be equal to zero.  The alternative hypothesis requires that both estimates are 
nonnegative and at least one is significantly positive based on a one-tailed t-test.  If both coefficients are positive then 
the alternative hypothesis requires that the Wald-test statistic (for ωi,1  and ωi,2  being jointly equal to zero) be 
significant after the usual two-tail Chi-Square p-value is divided by 2. Estimates of ωi,1  and ωi,2  are presented along 
with their associated t-statistics in parentheses.  Regression estimates have been corrected for autocorrelation and also 
for heteroscedasticity using the “jackknife” heteroscedastic consistent-covariance matrix estimator method 
(HCCME)).  Significance levels are indicated as follows: ***1%, **5%, *10%. 
 

Short-term weighting schemes Long-term weighting schemes Bloomberg 
vs.  TopAnal_1w SAFE_1w ACCUR_1w SAFE_Aw ACCUR_Aw SAFE_100 ACCUR_100 

ωi,1 
 

   -0.00062  
(-1.52) 

-0.00024 
(-1.45) 

-0.00016 
(-1.21) 

-0.00003 
(-0.87) 

-0.00004 
(-1.54) 

-0.00046 
(-1.30) 

-0.00056 * 
(-1.65) 

ωi,2      0.089*** 
(2.70) 

0.004 
(0.33) 

-0.006 
(-0.95) 

    -0.014*** 
(-5.04) 

    -0.012*** 
(6.94) 

-0.032 
(-0.95) 

    -0.080*** 
(-2.99) 

Wald 13.67*** 2.61 1.91 25.72*** 49.00*** 2.14 10.06** 
 



  

Table 8 
Determinants of futures announcement returns for alternative weighting schemes 

This table presents AR corrected, GARCH(1,1) results using the following alternative weighting schemes models for estimating the 
expected weekly storage change in Eq. (11):  (1) Bloomberg:  The market expects the weekly storage change to equal that of the 
Bloomberg forecasted change.  (2) TopAnal_1w:  The market expects that the storage change will be the same as predicted by the 
analyst who was most precise the previous week. (3) SAFE_1w:  The market expects that the weekly storage change will be equal 
to the weighted average of the analyst forecasts based on their SAFE during the immediate prior week. (4) ACCUR_1w:  The 
market expects that the weekly storage change will be equal to the weighted average of the analyst forecasts based on their ACCUR 
during the immediate prior week.   (5) SAFE_Aw: The market expects that the weekly storage change will be equal to the weighted 
average of the analyst forecasts based on their historical average SAFE in the immediate prior week.  6) ACCUR_Aw: The market 
expects that the weekly storage change will be equal to the weighted average of the analyst forecasts based on their historical 
average ACCUR in the immediate prior week. (7) SAFE_100:  The market expects that the weekly storage change will be the same 
as predicted by the analyst who had the lowest historical average SAFE in the immediate prior week.  8) ACCUR_100:  The market 
expects that the weekly storage change will be the same as predicted by the analyst who had the highest historical average ACCUR 
in the immediate prior week. Other explanatory variables are as follows: Surprise is the difference between the actual and the 
expected weekly storage change. AgaBust is a dummy variable with value 1 if the survey report was released during the AGA 
period business hour era, and is equal to 0 otherwise.  AgaOfft is a dummy variable with value 1 if the survey report was released 
during off-business hours, and is equal to 0 otherwise.  SeasWdt is a dummy variable with value 1 if the survey report was released 
during the withdrawal season, and is equal to 0 otherwise. All the variables except dummies are standardized by the actual weekly 
storage levels. t-values are listed in parentheses. Significance levels are indicated as follows: ***1%, **5%, *10% (all tests are 
two-sided except β0+β3 < = 0 which is one sided). 

Short-term weighting schemes Long-term weighting schemes Explanatory 
Variables Bloomberg  TopAnal_1w SAFE_1w ACCUR_1w SAFE_Aw ACCUR_Aw SAFE_100 ACCUR_100 
Intercept 
 (α0) 

-0.0007 
(-0.28) 

0.0015  
(0.69) 

-0.0007  
(-0.31) 

-0.0010 
(-0,44) 

-0.0007 
(-0.29) 

-0.0007  
(-0.30) 

0.0019  
(0.82) 

0.0018 
(0.79) 

         
AgaBus 
(α1) 

0.0005 
(0.26) 

-0.0010 
(-0.49) 

0.0001 
(0.04) 

0.0004 
(0.20) 

0.0005 
(0.25) 

0.0004 
(0.23) 

0.0002 
(0.09) 

0.0001 
(0.08) 

         
AgaOff 
(α2) 

0.0036 ** 
(2.13) 

0.0028 * 
(1.75)  

0.0033 ** 
(2.00) 

0.0033** 
(2.04) 

0.0034 ** 
(2.06) 

0.0035 ** 
(2.11) 

0.0037 ** 
(2.28) 

0.0037 ** 
(2.23) 

         
SeasWd 
(α3) 

-0.0007 
(-0.23) 

-0.0011 
(-0.36) 

-0.0010 
(-0.31) 

0.0013 
(0.42) 

0.0008 
(0.25) 

0.0008 
(0.24) 

-0.0052 * 
(-1.74) 

-0.0052 
(-1.71) 

         
Surprise 
(β0) 

-1.3617 *** 
(-5.79) 

-1.2040 *** 
(-6.86) 

-1.4676 *** 
(-6.53) 

-1.4434*** 
(-6.13) 

-1.4340 *** 
(-5.80) 

-1.4015 *** 
(-5.92) 

-1.5782 *** 
(-6.53) 

-1.8047 *** 
(-6.24) 

         
Surprise*AgaBus 
(β1) 

0.2660 
(1.06) 

0.0113 
(0.06) 

0.2096 
(0.85) 

0.2455 
(0.97) 

0.2974 
(1.15) 

0.2554 
(1.02) 

-0.2600 
(-0.87) 

-0.2122 
(-0.65) 

         
Surprise*AgaOff 
(β2) 

0.7044 *** 
(2.68) 

0.4810 ** 
(2.43) 

0.7245 *** 
(2.88) 

0.7352*** 
(2.84) 

0.7506 *** 
(2.79) 

0.7268 *** 
(2.76) 

0.8824 *** 
(3.42) 

0.9867 *** 
(3.22) 

         
Surprise*SeasWd 
(β3) 

0.6161 *** 
(3.09) 

0.8820 *** 
(5.36) 

0.7929 *** 
(4.03) 

0.6756*** 
(3.30) 

0.6377 *** 
(3.09) 

0.6265 *** 
(3.09) 

0.9603 *** 
(4.69) 

1.0653 *** 
(4.42) 

         
Expected 
(γ0) 

-0.0071 
(-0.12) 

-0.0569 
(-1.30) 

0.0025 
(0.04) 

0.0066 
(0.12) 

-0.0045 
(-0.08) 

-0.0040 
(-0.07) 

-0.0797 
(-1.54) 

-0.0514 
(-0.96) 

         
Expected*AgaBus 
(γ1) 

0.0578 
(1.47) 

0.0552 
(1.43) 

0.0625 
(1.57) 

0.0602 
(1.53) 

0.0575 
(1.47) 

0.0569 
(1.45) 

0.0288 
(0.78) 

0.0192 
(0.50) 

         
Expected*AgaOff 
(γ2) 

0.0042 
(0.11) 

-0.0068 
(-0.18) 

-0.0029 
(-0.07) 

0.0005 
(0.01) 

0.0026 
(0.07) 

0.0031 
(0.08) 

-0.0198 
(-0.55) 

-0.0366 
(-0.99) 

         
Expected*SeasWd 
(γ3) 

0.0315 
(0.49) 

0.0885 
(1.50) 

0.0227 
(0.35) 

0.0204 
(0.32) 

0.0285 
(0.44) 

0.0283 
(0.44) 

0.0584 
(0.97) 

0.0480 
(0.78) 

β0+β3 < = 0 
-0.7456 *** 

(-3.25) 
-0.3220 *** 

(-2.29) 
-0.6747 *** 

(-3.23) 
-0.7678*** 

(-3.48) 
-0.7963 *** 

(-3.41) 
-0.7750 *** 

(-3.36) 
-0.6179 *** 

(-2.56) 
-0.7394 *** 

(-2.65) 
Total R2 0.225 0.216 0.236 0.239 0.229 0.229 0.270 0.279 



  

 
Table 9 

J-test comparison: Bloomberg consensus versus alternative weighting schemes 
 

Panel A:  The panel presents J-test results of the Bloomberg consensus model versus alternative weighting schemes 
models presented in Table 8.  We estimate λB and λA from the following equations: 

(1 )t A t A t tR λ λ ε= − + +δX θY    (13)         (1 )t B t B t tR λ λ ε= − + +θY δX      (14)  
where λΑ is the regression coefficient in the Bloomberg regression on the fitted values of the alternative model,  λΒ is 
the regression coefficient in the alternative model regression on the fitted values of the Bloomberg model,  X and Y 
are the vectors of explanatory variables and δ and θ are the vectors of regression coefficients based on the Bloomberg 

(B) and an alternative (A) forecasting model, respectively. tδX  and tθY  are the corresponding sets of fitted values 
for Bloomberg and an alternative model calculated using coefficient estimates from Table 8.  The null hypothesis 
requires that the estimates of both coefficients λΑ and λΒ be either simultaneously significant or insignificant.  The 
alternative hypothesis requires that only one is significant based on a one-tailed t-test.   AR corrected, GARCH(1,1)  
estimates of λΑ and λΒ along with their associated t-statistics are presented below.  Significance levels are indicated as 
follows:  ***1%, **5%, *10%.  t-values are listed in parentheses. 
 

Short-term weighting schemes Long-term weighting schemes Bloomberg 
vs.  TopAnal_1w SAFE_1w ACCUR_1w SAFE_Aw ACCUR_Aw SAFE_100 ACCUR_100 

λΑ 
 

0.489 ** 
(2.25) 

1.049 ** 
(2.37) 

1.667*** 
(2.67) 

3.345 ** 
(2.17) 

6.741 *** 
(3.07) 

0.879 *** 
(4.71) 

0.886 *** 
(5.25) 

        
λΒ 0.675 *** 

(3.27) 
-0.043 
(-0.10) 

-0.8139 
(-1.22) 

-2.452 
(-1.49) 

-5.867 ** 
(-2.61) 

0.248 
(1.21) 

0.214 
(1.11) 

 

 
Panel B:  The panel presents J-test results of all 8x8 pair-wise model combinations.  Due to symmetry only equation 
(13) is estimated.  X is the vector of explanatory variables of the model of the corresponding row and δ is its’ vector 

of regression coefficients. tθY  is the set of fitted values of the model in the corresponding column calculated using 
coefficient estimates from Table 8.  AR-corrected, GARCH(1,1) estimates of regression coefficient λΑ for all 
combinations of the models are presented.  The null hypothesis requires that for each pair of models (i, j) the estimates 
of both coefficients λΑ (row i and column j, and row j and column i) are either simultaneously significant or 
insignificant.  The alternative hypothesis requires that only one is significant based on a one-tailed t-test.  Significance 
levels are indicated as follows:  ***1%, **5%, *10%.  t-values are listed in parentheses. 
 

Strategy Bloomberg TopAnal_1w SAFE_1w ACCUR_1w SAFE_Aw ACCUR_Aw SAFE_100 ACCUR_100 
Bloomberg _____ 0.489 ** 

(2.25) 
1.049 ** 

(2.37) 
1.667*** 

(2.67) 
3.345 ** 

(2.17) 
6.741 *** 

(3.07) 
0.8787*** 

(4.71) 
0.8856*** 

(5.25) 
TopAnal_1w 0.675 *** 

(3.27) 
_____ 1.0008*** 

(3.25) 
0.8794*** 

(3.88) 
0.7112*** 

(3.71) 
0.7184*** 

(3.60) 
0.8672*** 

(4.91) 
0.8661*** 

(5.53) 
SAFE_1w -0.0435 

(-0.10) 
0.0712 
(0.22) 

_____ 0.8579 
(1.57) 

0.1838 
(0.46) 

0.1712 
(0.40) 

0.7975*** 
(4.07) 

0.7929*** 
(4.75) 

ACCUR_1w -0.8139 
(-1.22) 

0.2366 
(0.90) 

0.1650 
(0.29) 

_____ -0.4376 
(-0.68) 

-0.5470 
(-0.78) 

0.7684*** 
(4.11) 

0.7941*** 
(4.69) 

SAFE_Aw -2.452 
(-1.49) 

0.4538** 
(2.16) 

0.8090* 
(1.92) 

1.3751** 
(2.22) 

_____ 1.0059 
(0.44) 

0.8734*** 
(4.61) 

0.8827*** 
(5.23) 

ACCUR_Aw -5.867 ** 
(-2.61) 

0.4439** 
(2.05) 

0.8213* 
(1.84) 

1.4118** 
(2.09) 

-0.0836 
(-0.04) 

_____ 0.8528*** 
(4.55) 

0.8810*** 
(5.11) 

SAFE_100 0.2484 
(1.21) 

0.2207 
(1.07) 

0.3292 
(1.48) 

0.3902*** 
(2.02) 

0.2561 
(1.28) 

0.2723 
(1.36) 

_____ 0.6445*** 
(2.78) 

ACCUR_100 0.2142 
(1.11) 

0.2640 
(1.38) 

0.3220 
(1.61) 

0.3477* 
(1.90) 

0.2246 
(1.21) 

0.2252 
(1.18) 

0.4642* 
(1.88) 

_____ 

 
 


